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1 Considerations

Deploying SUSE AI Factory in an air-gapped environment requires local artifact registries, a local model

cache, and secure TLS endpoints. These local resources ensure that you can deploy and run AI applications

securely without external internet connectivity. When planning your deployment, ensure that you consider

the following:

Application catalog. By default, the Kubernetes operator serves a built-in application catalog, so

you can browse and install applications without the management cluster reaching out to live chart

repositories. Keep this default in air-gapped environments; only enable runtime catalog discovery

if you host the corresponding chart repositories locally.

OCI artifact repositories. In a connected environment, SUSE AI Factory pulls artifacts from ex-

ternal sources to deploy AI applications. These artifacts include Helm charts and container images.

In an air-gapped environment, you must host these artifacts locally because external network access

is prohibited. Mirror or import these artifacts to local OCI-compliant repositories. Configure the

local repositories similarly to the external sources to ensure a seamless transition.

Model cache. AI applications can consume AI models from external sources, such as Hugging Face

or NVIDIA NGC. AI models consist of binary files arranged in specific directory layouts. To use

a model cache, store model data in Persistent Volume Claims (PVCs) attached to the application

pods. For multi-node or multi-cluster deployments, the PVC provisioner must support distributed

storage, such as NFS or Longhorn.

Endpoint security. Although you can use self-signed TLS certificates for local OCI-compliant

repositories, we recommend using certificates signed by your organization’s certificate authority

(CA).

UI extension chart source. The UI extension chart can be pulled from an authenticated, TLS-

enabled local registry. Configure the registry credentials and TLS settings through the aiExten-

sion.source.helm values of the aif-operator chart. For a private CA, provide the CA certifi-

cate rather than skipping verification. Restrict which registry hosts the operator may pull from by

setting an allowlist (manager.allowedRegistryHosts); leaving it empty allows all hosts.
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2 Requirements

Deploying SUSE AI Factory in an air-gapped environment requires specific local infrastructure compo-

nents. You must prepare a connected staging environment to download resources. You also need to con-

figure OCI-compliant local registries to host Helm charts and container images. Secure TLS endpoints

protect internal network communication.

2.1 Connected environment with adequate storage
Mirroring OCI artifacts and models requires a connected environment with sufficient storage. Use this

connected environment to download all required files.

2.2 OCI-compliant artifact registries
You must set up one or more OCI-compliant artifact registries inside the air-gapped environment. These

registries host mirrored artifacts such as Helm charts and container images. Configure these registries with

production TLS certificates to secure the connection endpoints.

When mirroring artifacts, apply the following rules:

Use one-to-one mirroring. Mirror all artifacts from a specific source registry into the same desti-

nation registry. You can mirror multiple source registries into a single destination registry if you use

unique subpaths or namespaces to distinguish them.

Preserve repository paths. For example, mirror the repository foo/bar:1.0.0 from oci://

acme.com/foo/bar:1.0.0 to your local registry oci://mylocal.registry.com. You can

place the mirrored repository under a subpath, such as oci://mylocal.registry.com/mysub-

path/foo/bar:1.0.0. However, you must preserve the original repository name and tag, foo/

bar:1.0.0.

2.3 Distributed storage provisioner
Persistent Volume Claims (PVCs) facilitate the model cache. For multi-node cluster deployments, the

storage provisioner must support distributed storage, such as Longhorn or NFS. These PVCs require Read-

WriteMany (RWX) access.
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2.4 Registry mirroring tooling
To mirror OCI artifacts, you require mirroring tools such as regsync, Skopeo or crane. These tools pull

artifacts from source registries and push them to destination registries. You can also use artifact-specific

tools, such as Helm to mirror Helm charts, and Docker or Podman to mirror container images.

2.5 Container runtime environment
Caching NVIDIA NIM models from the NGC catalog requires NIM model puller containers. You must

run the model puller container in a connected environment using Docker or Podman. This environment

downloads and caches the model data locally.

2.6 Hugging Face CLI (optional)
If you require Hugging Face models, use the Hugging Face CLI to download the models to the local cache.

3 Registry mirroring tooling



3 Workflow

To deploy SUSE AI Factory in an air-gapped environment, follow the procedures below.

1. In a connected environment, download all required Helm charts, container images and models to a

local data store as described in Section 3.1, “Downloading artifacts”.

2. Transfer the data store to the air-gapped environment as described in Section 3.2, “Make downloaded

data available to the air-gapped environment”.

3. Set up or use existing OCI-compliant local registries in the air-gapped environment to mirror the

Helm charts and container images as described in Section 3.3, “Set up OCI-compliant registries in

the air-gapped environment”.

4. Upload the Helm charts and container images from the data store to the local registries as described

in Section 3.4, “Upload Helm charts and containers”.

5. Update the RKE2 private registry configuration so that the repositories are properly mirrored

as described in RKE2 private registry configuration (https://documentation.suse.com/cloudna-

tive/rke2/latest/en/install/private_registry.html) .

6. Create a model cache PVC in RKE2 as described in Section 3.5, “Create a PVC for the model cache”.

7. Copy the model cache from the local data store into the PVC as described in Section 3.6, “Transfer

model cache to the PVC”.

8. Configure the charts with the model cache PVC as described in Section 3.7, “Configure Helm charts

to use the model cache PVC”.

3.1 Downloading artifacts
In a connected environment, download all the necessary artifacts to the local data store.

3.1.1 Helm charts and containers

For Helm charts and container images, use any registry mirroring tool, such as regsync, Skopeo, crane,

Helm, Docker, or Podman. Refer to the documentation of the specific tool for instructions on downloading

the artifacts to the local data store.
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For example, to download the Open WebUI Helm chart from the SUSE Application Collection OCI reg-

istry:

> helm pull --username <SUSE app username> --password <SUSE application password> oci://
dp.apps.rancher.io/charts/open-webui --version 8.19.1

To pull the Open WebUI container image from the SUSE Application Collection OCI registry:

> docker login dp.apps.rancher.io
> docker pull dp.apps.rancher.io/containers/open-webui:0.6.41-14.80

Tip
For mirroring container images, we recommend using the SUSE-AI-get-images.sh and SUSE-

AI-load-images.sh scripts from the SUSE AI air-gapped (https://github.com/SUSE/suse-ai-

stack/tree/main/air-gapped-install)  repository.

3.1.2 Models

To cache NVIDIA NIM or Hugging Face models, refer to the NVIDIA NIM air-gap deployment docu-

mentation (https://docs.nvidia.com/nim/large-language-models/latest/deployment/air-gap-deploy-

ment.html#air-gap-deployment) .

3.2 Make downloaded data available to the air-
gapped environment
Make the downloaded data available inside the air-gapped environment using copy, rsync, or another

suitable data transfer method.
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3.3 Set up OCI-compliant registries in the air-gapped
environment
Ensure one or more OCI-compliant private registries are available inside the air-gapped environment to

mirror the artifacts. If your organization does not have an existing registry, you can use any commercially

supported option, such as Harbor (https://apps.rancher.io/applications/harbor) . Refer to the docu-

mentation of the specific registry you plan to deploy for more details. We strongly recommend configuring

endpoint protection with production TLS certificates.

3.3.1 Configure SUSE AI Factory to access image registries?
After air-gapped offline registries exist, configure SUSE AI Factory to access them by specifying end-

points for their repositories:

1. From the main left panel, click SUSE AI Factory Settings.

2. In the Advanced Registry Endpoints section, enter endpoint URLs for local SUSE Application

Collection, SUSE Registry or NVIDIA registry.

3. Confirm with Apply in the bottom right corner.

Air-gapped registry endpoints image::aif-airgapped-endpoints.png[Screenshot showing how to configure

registry endpoints for air-gapped deployment,width=100%]

3.4 Upload Helm charts and containers
Use any registry mirroring tool, such as regsync, Skopeo, crane, Helm, Docker, or Podman, to upload

the Helm charts and container images to your local private registries. Refer to the documentation of the

specific tool for instructions on uploading the artifacts.

For example, to upload the Open WebUI Helm chart to your local registry:

> helm push \
  --username <local registry username> \
  --password <local registry password> \
  open-webui-8.19.1.tgz oci://my.local.registry.com/suse-app-co/charts

To tag and push the Open WebUI container image to your local registry:

> docker tag dp.apps.rancher.io/containers/open-webui:0.6.41-14.80 my.local.registry.com/
suse-app-co/containers/open-webui:0.6.41-14.80

6 Set up OCI-compliant registries in the air-gapped environment
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> docker push my.local.registry.com/suse-app-co/containers/open-webui:0.6.41-14.80

3.5 Create a PVC for the model cache
Refer to the Kubernetes PVC documentation (https://kubernetes.io/docs/concepts/storage/persis-

tent-volumes/#persistentvolumeclaims)  on how to create a PVC with ReadWriteMany access mode.

3.6 Transfer model cache to the PVC
There are multiple ways to transfer data from a local store into the PVC. For example, you can create a

simple job to mount both the local data store and the PVC as volumes, and then copy the data over from

inside the pod.

3.7 Configure Helm charts to use the model cache
PVC
Configuring the NVIDIA Blueprint RAG to use an existing PVC is not currently supported. See https://

github.com/NVIDIA-AI-Blueprints/rag/issues/693  for more details.

3.8 Configure RKE2 private registries
Follow the RKE2 private registry configuration documentation (https://documenta-

tion.suse.com/cloudnative/rke2/latest/en/install/private_registry.html)  to configure the reg-

istry mirrors. If your local private registries use prefix paths to namespace the artifacts,

use rewrite rules (https://documentation.suse.com/cloudnative/rke2/latest/en/install/private_reg-

istry.html#_rewrites) . You must configure one entry per mirror. Perform the private registry configu-

ration on all nodes in all clusters inside the air-gapped environment.
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Glossary

Air gap

A security measure where a computer network is physically isolated from unsecured networks, in-

cluding the public Internet.

AI, artificial intelligence

Refers to the simulation of human intelligence in machines that are designed to learn and solve

problems like humans. Enables computers to understand language, make decisions and improve

from experience.

Batch size

The number of samples processed simultaneously during model inference, affecting processing

speed and resource utilization.

BYOC, bring your own certificate

A practice allowing users to provide their own SSL/TLS certificates for securing communications

instead of using default or auto-generated ones.

CA, certification authority

An entity that issues digital certificates to verify the identity of certificate holders and ensure secure

communications.

Chat template

A structured format for organizing conversations between users and AI models, defining how system

prompts, user inputs, and AI responses are formatted and processed.

Context window

The maximum amount of text (tokens) that an AI model can process at once, including both the

input prompt and generated response.

Chain-of-thought (CoT) prompting

A prompting technique that guides AI models to break down complex problems into step-by-step

reasoning processes, improving response accuracy and transparency.

CRD, custom resource definitions

Extensions of the Kubernetes API that allow users to define custom resources and their controllers

in a Kubernetes cluster.
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CUDA, Compute Unified Device Architecture

NVIDIA’s parallel computing platform and programming model used to accelerate AI workloads

on GPU hardware.

Data leakage

The unintended exposure of sensitive information through AI model responses, potentially compro-

mising data security and privacy.

Embeddings

Numerical representations of data (text, images, etc.) in a high-dimensional space that capture se-

mantic relationships and enable AI models to process information effectively.

Fine-tuning

The process of further training a pre-trained AI model on specific data to adapt it for particular tasks

or domains, improving its performance for targeted applications.

GenAI, generative AI

A type of artificial intelligence that can create new content such as text, images or music.

GPU, graphics processing unit

Specialized hardware designed for parallel processing. In AI applications, GPUs accelerate model

training and inference tasks.

Hallucination

An AI behavior where the model generates false or unsupported information that appears plausible

but has no basis in provided context or real facts.

Helm

A package manager for Kubernetes that helps install and manage applications. Helm uses charts to

define, install and upgrade complex Kubernetes applications.

Helm chart

A package format for Kubernetes applications that contains all resource definitions needed to deploy

and configure application workloads.

IaC, infrastructure as code

The practice of managing and provisioning infrastructure through machine-readable definition files

rather than manual processes.

Inference

The process of using a trained AI model to make predictions or generate outputs based on new input

data.
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Kubernetes pods

The smallest deployable units in Kubernetes that can host one or more containers, sharing network-

ing and storage resources.

LLM, large language model

An advanced AI model trained on amounts of text data to understand and generate human-like text.

Can perform tasks like translation, summarization and answering questions.

Model weights

The learned parameters of an AI model that determine how it processes inputs and generates outputs.

These weights are adjusted during training to optimize model performance.

NLG, natural language generation

A process of automatically generating human-like text from structured data or other forms of input.

Designed to convert raw data into coherent and meaningful language easily understood by humans.

NLU, natural language understanding

A process AI uses to analyze and understand the meaning of the input query.

NVIDIA GPU driver

Software that enables communication between the operating system and NVIDIA graphics hard-

ware, essential for GPU-accelerated AI workloads.

NVIDIA GPU Operator

A Kubernetes operator that automates the management of NVIDIA GPUs in container environments,

handling driver deployment, runtime configuration, and monitoring.

Ollama

An open source framework for running and serving AI models locally. Ollama simplifies the process

of downloading, running and managing large language models.

OpenGL

A cross-platform API for rendering 2D and 3D graphics, commonly used in visualization applica-

tions and GPU-accelerated computing.

Prompt Engineering

The practice of crafting effective input queries to AI models to obtain desired and accurate outputs.

Good prompt engineering helps prevent hallucinations and improves response quality.

Prompt injection

A security vulnerability where malicious inputs attempt to override or bypass an AI model’s system

prompt or safety constraints.
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Quantization

A technique to reduce AI model size and computational requirements by converting model parame-

ters to lower precision formats while maintaining acceptable performance.

RAG, retrieval-augmented generation

A technique that enhances AI responses by retrieving relevant information from a knowledge base

before generating answers, improving accuracy and reducing hallucinations.

RBAC, role-based access control

A security model that restricts system access based on roles assigned to users, managing permissions

and authorization in Kubernetes clusters.

Semantic search

A search method using AI to understand the meaning and context of queries rather than just matching

keywords, enabling more relevant results.

System prompt

Initial instructions given to an AI model that define its behavior, role and response parameters.

System prompts help maintain consistent and appropriate AI responses.

Temperature

A parameter controlling the randomness in AI model outputs. Lower values produce more focused

and deterministic responses, while higher values increase creativity and variability.

Token

The basic unit of text processing in AI models, representing parts of words, characters or symbols.

Models process text by breaking it into tokens for analysis and generation.

Top-K

A parameter that limits token selection during text generation to the K most likely next tokens,

helping control output quality and relevance.

Top-P

Also known as nucleus sampling, a parameter that selects from the smallest set of tokens whose

cumulative probability exceeds P, providing dynamic control over text generation diversity.

Vector database

A specialized database designed to store and efficiently query high-dimensional vectors that repre-

sent data in AI applications, enabling similarity searches and semantic operations.
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Vector store

A specialized storage system optimized for managing and querying vector embeddings, essential

for semantic search and RAG implementations in AI applications.
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A Release notes

A1 Release 2.1.0
This release builds on the 2.0.x line with an operator-served application catalog that is now the default,

git-backed Rancher catalog support, expanded NVIDIA integration, hardened extension chart delivery,

and a range of workload/UI reliability fixes.

A1.1 What’s new

A1.1.1 Application catalog

Operator-served catalog, now the default: The operator serves the application catalog through

a static catalog configuration and a CRD lifecycle job, and the UI now loads applications from

this bundled catalog by default (useStaticCatalog=true). Runtime discovery from live chart

repositories remains available by setting the flag to false #145 (https://github.com/SUSE/aif/

pull/145) , #172 (https://github.com/SUSE/aif/pull/172) .

NVIDIA AI Enterprise library: The NVIDIA AI Library is populated with NVIDIA AI Enter-

prise-supported Helm charts, and the default catalog ships the org-level NVIDIA repositories out

of the box #155 (https://github.com/SUSE/aif/pull/155) , #172 (https://github.com/SUSE/aif/

pull/172) .

Application sorting and support labels: The Apps page sorts supported applications first (default)

or by name, shows NVIDIA support status through labels, and defaults the library filter to all li-

braries. The sort control is shared across the Apps, Blueprints, and Workloads screens #155

(https://github.com/SUSE/aif/pull/155) , #172 (https://github.com/SUSE/aif/pull/172) .

NGC team repositories: The operator supports NVIDIA NGC team repositories with gated au-

thentication. The default catalog currently ships only the org-level NVIDIA repositories, so team-

repository provisioning is dormant until the catalog expands #163 (https://github.com/SUSE/aif/

pull/163) .
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A1.1.2 Git-backed Rancher catalogs and Rancher API access

Git-backed ClusterRepo support: Blueprint components and application workloads can now be

deployed from git-backed Rancher ClusterRepo resources (spec.gitRepo/spec.gitBranch),

including the built-in rancher-charts and rancher-ui-plugins repositories, which previous-

ly failed. The operator fetches the chart from the Rancher catalog API on the management cluster

and ships it as an embedded Fleet Bundle, so air-gapped downstream clusters deploy without each

cluster needing to reach Rancher or hold an API token. Identical reconciles are skipped through a

chart fingerprint #156 (https://github.com/SUSE/aif/pull/156) .

{*ranchera} API access settings*: A new Settings > Rancher API Access section manages the

Rancher catalog credential end to end. Selecting Authorize mints a Rancher API token as the signed-

in user, Test validates a token before saving, and the section shows the granted expiry and warns

before it lapses. When the token expires, select Authorize again to renew it. The Rancher CA cer-

tificate is discovered automatically when none is configured, so TLS verification stays enabled by

default. The configuration is hot-reloaded without an operator restart #156 (https://github.com/

SUSE/aif/pull/156) .

Oversized git charts fail fast: Charts whose unpacked Fleet Bundle would exceed the Kuber-

netes object-size limit fail terminally with ChartTooLarge and guidance to host them in an OCI

or HTTP ClusterRepo instead, rather than retrying indefinitely #156 (https://github.com/SUSE/

aif/pull/156) .

A1.1.3 Extension delivery and security

Authenticated and TLS registries: InstallAIExtension can pull the UI extension chart from

authenticated and TLS-enabled registries. The aif-operator Helm chart exposes the correspond-

ing Helm authentication and TLS settings for the bundled extension #162 (https://github.com/

SUSE/aif/pull/162) .

Registry hardening: A registry-host allowlist guards against confused-deputy requests (with a start-

up warning when the allowlist is empty), insecure registry TLS is gated behind two explicit opt-ins,

plain-HTTP OCI chart pulls are no longer performed, and https+tls chart URLs that are not a

direct .tgz are rejected. Terminal reconcile failures now correctly set Ready=False #162 (https://

github.com/SUSE/aif/pull/162) .
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A1.1.4 Workload and blueprint management

Pre-flight credential checks: Blueprint credentials are validated before installation, so missing cre-

dentials are reported up front instead of surfacing as a failed deployment #148 (https://github.com/

SUSE/aif/pull/148) .

Clearer failure reporting: Workload failure reasons are shown on the AI Workloads list,

and ClusterRepo resolution failures are surfaced on the AIWorkload status #148 (https://

github.com/SUSE/aif/pull/148) .

Protected bundled blueprints: Deletion of bundled blueprints is rejected by the API, and the delete

action is hidden for them in the UI #122 (https://github.com/SUSE/aif/pull/122) .

Updated blueprint: The simple-chatbot-with-rag blueprint is updated to version 1.0.2. The

default model changes from gemma:2b to qwen2.5:3b (larger context window); qwen2.5:3b is

provided for research use only under the Qwen Research License #154 (https://github.com/SUSE/

aif/pull/154) .

A1.2 Key fixes

Rancher and operator index caches are refreshed when the extension version changes, self-healing

a stale index cache after an extension upgrade #152 (https://github.com/SUSE/aif/pull/152) .

InstallAIExtension status is patched to avoid resourceVersion conflicts #140 (https://

github.com/SUSE/aif/pull/140) .

The family label is preserved when saving an edited blueprint as a new version #139 (https://

github.com/SUSE/aif/pull/139) .

Pull-secret namespaces are no longer created on the management cluster for downstream-only work-

loads #130 (https://github.com/SUSE/aif/pull/130) .

The UI clarifies that the blueprint installation namespace is only a default #141 (https://github.com/

SUSE/aif/pull/141) .

Deployment type cards are aligned to equal height #129 (https://github.com/SUSE/aif/pull/129) .
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A1.3 Upgrade notes

CRD lifecycle on upgrade: The operator chart applies and upgrades its custom resource definitions

(CRDs) through a pre-upgrade job (crds.manageWithJob=true), which only creates or updates

CRDs and never deletes them. In restricted environments where the job cannot run, set crds.man-

ageWithJob=false and apply the CRDs from the chart’s crds/ directory manually before up-

grading #145 (https://github.com/SUSE/aif/pull/145) .

Git-backed catalogs require a Rancher token: To deploy from git-backed ClusterRepo re-

sources, authorize a Rancher API token under Settings > Rancher API Access after upgrading.

Charts too large to ship as a Fleet Bundle fail with ChartTooLarge; host those in an OCI or HTTP

ClusterRepo instead #156 (https://github.com/SUSE/aif/pull/156) .

Chatbot default model change: After upgrading simple-chatbot-with-rag to 1.0.2, new chats

default to qwen2.5:3b (gemma:2b is removed); existing chats remain readable #154 (https://

github.com/SUSE/aif/pull/154) .

Full Changelog: aif-operator-2.0.1…aif-operator-2.1.0 (https://github.com/SUSE/aif/compare/aif-op-

erator-2.0.1…aif-operator-2.1.0)

A2 Release 2.0.1
This is the 2.0.1 release of SUSE AI Factory, bringing comprehensive AI workload management capabil-

ities to Rancher.

A2.1 Key improvements and fixes

Fixed pull secrets not being delivered to certain downstream clusters, which left workloads stuck in

ImagePullBackOff. The pull-secret bundle now targets the downstream cluster by the managemen-

t.cattle.io/cluster-name label instead of clusterName #107 (https://github.com/SUSE/aif/

pull/107) .

Published simple-chatbot-with-rag and simple-chatbot-with-rag-vllm 1.0.1 with up-

dated image revisions (#132 (https://github.com/SUSE/aif/pull/132) ):

open-webui: 0.6.41-14.20 to 0.6.41-15.2

vllm-openai: 0.19.0 to 0.19.0-5.29
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Reduced resource requests for the Phi-3-mini-4k-instruct model.

Marked the 1.0.0 simple-chatbot-with-rag, simple-chatbot-with-rag-vllm, and suse-inference-end-

point blueprints as deprecated as their 1.0.0 have blocking issues.

Full Changelog: aif-operator-2.0.0…aif-operator-2.0.1 (https://github.com/SUSE/aif/compare/aif-op-

erator-2.0.0…aif-operator-2.0.1)

A3 Release 2.0.0
This is the first official release of SUSE AI Factory, bringing comprehensive AI workload management

capabilities to Rancher.

SUSE AI Factory is a Rancher UI Extension for managing AI workloads and applications across Kuber-

netes clusters. This extension provides a unified interface for installing, managing and monitoring AI ap-

plications in Rancher-managed clusters.

Note
This extension requires an active SUSE AI Factory (https://www.suse.com/products/ai/)  sub-

scription to access the application catalog.

A3.1 What’s new

A3.1.1 Core features

A3.1.1.1 AI workload management

Multi-cluster AI workload deployment: Deploy and manage AI applications across multiple

Rancher-managed Kubernetes clusters from a single interface

Blueprint-based application templates: Preconfigured application blueprints for common AI use

cases:

Simple Chatbot with RAG (Retrieval-Augmented Generation)

Simple Chatbot with RAG using vLLM
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NVIDIA RAG Minimal deployment

SUSE Inference Endpoint

Declarative workload definition: Kubernetes-native Custom Resource Definitions (CRDs) for AI

workloads, blueprints, and settings

GitOps integration: Fleet-based GitOps workflow support for managing AI workload configura-

tions

A3.1.1.2 User interface

Unified dashboard: Overview page with at-a-glance statistics and recent activity

Application catalog: Browse and install AI applications from SUSE AI Factory and NVIDIA AI

Library

Multi-step installation wizard: Guided workflows for deploying applications and blueprints

Application instance management: Monitor and manage deployed AI workloads and their metrics

Blueprint management: Create, edit, and manage custom blueprints

Settings management: Helm and Git repositories configuration

A3.1.1.3 Operator and backend

SUSE AI operator: Kubernetes operator managing the lifecycle of AI extensions and workloads

Custom resource definitions:

AIWorkload: Defines AI application instances

Blueprint: Defines reusable application templates

InstallAIExtension: Manages UI extension installation

Settings: Centralized configuration management

Multiple deployment strategies: Helm for simple deployments to local clusters, Fleet integration

for GitOps for downstream and multi-cluster deployments
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Multi-vendor support: Seamless integration with both SUSE and NVIDIA AI components

Credential management: Automatic injection of registry credentials and pull secrets

A3.1.1.4 Integration and connectivity

SUSE application collection integration: Access to curated AI application catalog

NVIDIA NGC integration: Direct access to NVIDIA AI applications and models

Fleet integration: GitOps-based deployment workflows

Multi-cluster support: Deploy to local and downstream Rancher clusters

A3.2 Known issues and behaviors

A3.2.1 Installation and deployment

Fleet must be installed before deploying the AIF operator, the installation of the AIF operator may

fail.

Standalone UI extension installation through Rancher Extensions interface is not supported. Use the

AIF operator default values to install it.

Images are distributed via GitHub Container Registry (ghcr.io). In the following releases, images

will be distributed via the SUSE Registry.

A3.2.2 NVIDIA blueprints

RAG v2.5.1+: rag-server image version 2.5.1 does not exist in the registry. See #618 (https://

github.com/NVIDIA-AI-Blueprints/rag/issues/618) .

RAG v2.5.0+: nv-ingest deployment renders duplicate OTEL_EXPORTER_OTLP_ENDPOINT en-

vironment variable, causing Fleet/ArgoCD deployments to fail. See #687 (https://github.com/

NVIDIA-AI-Blueprints/rag/issues/687) .

RAG v2.6.0: NIM embedding and reranking charts do not pass model.profiles to NIMCache,

causing all profiles (~11) to download instead of the selected one. See #681 (https://github.com/

NVIDIA-AI-Blueprints/rag/issues/681) .
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RAG v2.5.1+: Service names use hardcoded nvidia-blueprint-rag prefix and ignore

nameOverride/fullnameOverride values. See #662 (https://github.com/NVIDIA-AI-Blue-

prints/rag/issues/662) .

RAG v2.6.0: Critical - NIMs cannot be deployed in air-gapped environments; chart missing

spec.storage.pvc.name field to use existing PVC. See #693 (https://github.com/NVIDIA-AI-

Blueprints/rag/issues/693) .

AIQ v2.1.0: Chart hardcodes ns-aiq namespace, ignoring release namespace; incompatible with

Fleet/ArgoCD. See #290 (https://github.com/NVIDIA-AI-Blueprints/aiq/issues/290) .

AIQ v2.1.0+: Local inference configuration requires manual ConfigMap creation; not docu-

mented or exposed via Helm values. See #302 (https://github.com/NVIDIA-AI-Blueprints/aiq/is-

sues/302) .

A3.2.3 NVIDIA AI Library

Not all NVIDIA Helm charts in the catalog are NVIDIA AI Enterprise supported; veri-

fy support status at the NGC Helm catalog (https://catalog.ngc.nvidia.com/search?resource-

Type=helm_chart&label=NVIDIA+AI+Enterprise+Supported) .

A3.2.4 Blueprint customization

Bundled blueprints cannot be modified directly during the deployment. Users must create a copy to

customize configuration or component versions.

A3.2.5 Deprecations

SUSE AI Deployer and SUSE AI Lifecycle Manager are now superseded by SUSE AI Factory. Update

as soon as possible.
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B Appendix

B1 Product support lifecycle
Unless explicitly stated, all listed components are Generally Available (GA) and are covered by the stan-

dard scope of support from SUSE. Some components are Technology Preview. SUSE provides them for

evaluation, but they are not covered by standard support policies and are not recommended for production

use cases. SUSE welcomes feedback and suggestions on improvements to Technology Preview compo-

nents, but SUSE reserves the right to deprecate a Technology Preview feature before it becomes Generally

Available if it does not meet customer needs or does not reach the required maturity.

SUSE must occasionally deprecate features or change API specifications. Reasons for feature deprecation

or API change could include a feature being updated or replaced by a new implementation, a new feature

set, upstream technology is no longer available, or the upstream community has introduced incompatible

changes. It is not intended that this will ever happen within a given minor release (x.z), and so all z-

stream releases will maintain API compatibility and feature functionality. SUSE will endeavor to provide

deprecation warnings with plenty of notice within the release notes, along with workarounds, suggestions

and mitigations to minimize service disruption.

B1.1 Updates

SUSE AI Factory and related products are updated with a regular cadence, and support for a particular

release will be delivered according to the relevant release lifecycle. Over time, new releases become gen-

erally available, new products may be added, and older products will move through the lifecycle and reach

end of life where the customer may continue to use the product within the terms of product licensing agree-

ment. For the current lifecycle, please refer to our Lifecycle Page (https://www.suse.com/lifecycle) . If

you have any questions about raising a support case, how SUSE classifies severity levels, or the scope

of support, see the Technical Support Handbook (https://www.suse.com/support/handbook/)  and

Support Policy (https://www.suse.com/support/policy.html) .

Refer to the NVIDIA AI Enterprise Infrastructure Support Matrix (https://docs.nvidia.com/ai-enter-

prise/support-matrix/latest/index.html)  for compatibility details of SUSE AI Factory.
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B2 Obtaining source code
This SUSE product includes materials licensed to SUSE under the GNU General Public License (GPL)

and various other open source licenses. The GPL requires SUSE to provide the source code that corre-

sponds to the GPL-licensed material, and SUSE conforms to all other open-source license requirements.

As such, SUSE makes all source code available, and can generally be found in the SUSE AI Factory

GitHub repository (https://github.com/SUSE/aif)  and the SUSE Rancher GitHub repository (https://

www.github.com/rancher)  for dependent components.

B3 Legal notices
SUSE makes no representations or warranties with regard to the contents or use of this documentation, and

specifically disclaims any express or implied warranties of merchantability or fitness for any particular

purpose. Further, SUSE reserves the right to revise this publication and to make changes to its content, at

any time, without the obligation to notify any person or entity of such revisions or changes.

Further, SUSE makes no representations or warranties with regard to any software, and specifically dis-

claims any express or implied warranties of merchantability or fitness for any particular purpose. Further,

SUSE reserves the right to make changes to any and all parts of SUSE software, at any time, without any

obligation to notify any person or entity of such changes.

Any products or technical information provided under this Agreement may be subject to U.S. export con-

trols and the trade laws of other countries. You agree to comply with all export control regulations and to

obtain any required licenses or classifications to export, re-export, or import deliverables. You agree not

to export or re-export to entities on the current U.S. export exclusion lists or to any embargoed or terrorist

countries as specified in U.S. export laws. You agree to not use deliverables for prohibited nuclear, missile,

or chemical/biological weaponry end uses. Refer to https://www.suse.com/company/legal/  for more

information on exporting SUSE software. SUSE assumes no responsibility for your failure to obtain any

necessary export approvals.

Copyright © 2026 SUSE LLC.

This document is licensed under a Creative Commons Attribution-NoDerivatives 4.0 International License

(CC-BY-ND-4.0). You should have received a copy of the license along with this document. If not, see

https://creativecommons.org/licenses/by-nd/4.0/ .

SUSE has intellectual property rights relating to technology embodied in the product that is described in

this document. In particular, and without limitation, these intellectual property rights may include one or

more of the U.S. patents listed at https://www.suse.com/company/legal/  and one or more additional

patents or pending patent applications in the U.S. and other countries.
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For SUSE trademarks, see the SUSE Trademark and Service Mark list (https://www.suse.com/compa-

ny/legal/ ). All third-party trademarks are the property of their respective owners. For SUSE brand in-

formation and usage requirements, please see the guidelines published at https://brand.suse.com/ .
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